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In today’s enterprise storage market, there are a few simple, immutable truths: Customers 
demand high capacity and scale to address their data growth requirements, and ample 
performance to address their competitive business needs. These characteristics must also 
be accompanied by low risk and reduced complexity. Above all else, they want to accomplish  
all of this as economically as possible.

This paper will compare and contrast INFINIDAT’s InfiniBox™ Flash-Optimized Hybrid Array 
and currently available All-Flash Arrays (AFAs). The goal is to provide simple, objective and 
actionable perspectives on where and how these solutions are best utilized within the 
enterprise data center.

 

Abstract
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Introduction
All-Flash Arrays (AFAs) have generated a lot of “buzz” within the storage industry over the 
last couple years. Due in large part to high volume, very pervasive marketing campaigns — 
by a mix of aggressive, well-funded startups and established incumbent vendors trying to 
maintain their relevance in the face of increasing competitive threats — flash as a technology 
continues to increase its market penetration and data center footprint.

It’s easy to assume based on the hype that AFAs are a panacea for all storage and application 
ailments. However, a more thorough examination of the current and future state of 
enterprise storage demonstrates that this is simply not the case, for a wide variety of 
reasons. AFAs definitely have their place in the enterprise data center, and there are clearly 
workloads for which they are well suited. However, let’s discuss some of the factors that 
should be taken into consideration before jumping aboard the all-flash bandwagon.

First, despite bold vendor proclamations to the contrary, the “all-flash data center” is still far 
from becoming a reality. Today, according to IDC, flash’s presence in the data center (while 
still growing) accounts for only about 15% of the total footprint of external storage capacity 
sold1. Spinning HDDs, particularly deployed as part of hybrid systems in conjunction with 
small quantities of flash, are still by far the most prominent media of choice for primary data 
storage across the widest segment of workloads and use cases.

Second, despite recent technological advancements in chip density and gradual reductions 
in manufacturing cost, flash is still an inherently expensive storage medium without the 
supplemental usage of data reduction technologies such as thin provisioning, compression 
and deduplication. In addition, AFA vendors who have introduced data reduction 
technologies have often fallen short of their projected/promised savings, keeping costs in 
the thousands of dollars per TB range. This is primarily due to the fact that data reduction 
efficacy is unpredictable and highly non-deterministic as it is a function of specific data 
types and content, and everyone’s data is inherently diverse and different. Banking on data 
reduction techniques to deliver predictable, consistent TCO reduction is risky business.

“Despite bold vendor proclamations to the contrary, the 
‘all-flash data center’ is still far from becoming a reality.”

1Natalya Yezhkova, Worldwide and U.S. Enterprise Storage Systems Forecast Updated, 2015–2019, IDC (November  2015)
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Lastly, for many vendors, flash is more of a storage technology “pitstop” than a pragmatic, 
prescriptive full array solution. Today, some vendors exploit flash as a means of merely 
masking their underlying inability (or desire) to innovate and design new architectures that 
are able to take advantage of inexpensive, off-the-shelf hardware and more economical, 
durable near-line SAS drives. Flash presents them with a stopgap method of trying to 
squeeze more life out of legacy front-end architectures by simply replacing HDDs in their 
persistence layer with faster media. It’s analogous to dropping a modern high performance, 
large displacement engine in a 1980s economy sedan. It may go faster in a straight line 
but it’s not likely to be very agile or particularly durable over the long haul.

In addition, the analyst firm IDC predicts that the total addressable market (TAM) for external 
flash storage, which was roughly 10% of the total market size in 2014, will increase to 21% 
by 2019. Hybrid storage solutions are expected to grow from 44% to 54% over the same 
timeframe, and hard disk only solutions are expected to decline from 46% to 26%2. As you 
can see, for all the aforementioned reasons and more, present and future demand for 
hybrid storage solutions shows no sign of abating, despite the expected growth in adoption 
of all-flash solutions for small segments of the enterprise workload mix.

True innovations such as advanced native data protection capabilities and highly optimized 
and automated cache management have the ability to drive significantly higher levels of 
storage efficiency with inherently lower cost structures than all-flash arrays. INFINIDAT’s flash 
optimized hybrid array enables a completely new breed of storage that can manage massive 
amounts of data, consume less power and outperform AFAs in many workload areas — all 
with a much higher reliability rate. Delivering over 1 million IOPS, 99.99999% reliability and 
greater than 2PB of usable capacity in a single floor tile, INFINIDAT storage solutions leverage 
the latest compute, storage and network capabilities in the market.

2Natalya Yezhkova, Worldwide and U.S. Enterprise Storage Systems Forecast Updated, 2015–2019, IDC (November  2015)

Innovation is Key to Sustained Hybrid Array Leadership
The key for continuously increasing adoption of hybrid storage arrays will be 

sustained leadership in technological innovation as well as ongoing TCO reductions.

Hybrid arrays of the future must offer performance parity with all-flash solutions,  
but with higher levels of reliability, flexibility, cost containment and ease of use at  

PB scale. This is the basic design thesis upon which INFINIDAT was founded.
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It’s All About the Data
Any storage conversation that does not include thoughtful consideration of what is being 
stored is incomplete. The data in every environment has a unique profile and fingerprint 
which define its value to the business, and that value determines what services are needed 
to gather, persist, protect, move and manage it. However, that general data profile is often 
changing over time and what was important yesterday may be less important today. Data’s 
temporal relevance is changing as businesses discover new ways to mine it for actionable 
intelligence.

We know that the most critical data will always demand the lowest latency (highest 
performance) access. AFA messaging and value proposition is focused almost exclusively on 
performance, but what about other equally, or more important aspects such as reliability, 
scale and cost?

Figure 1 – Today’s Data Profile
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There is an accepted and sometimes justifiable expectation that high performance 
inherently carries a higher cost. However, the cost expectation for data that doesn’t 
require maximum performance is likewise lower. As a result, the “one size fits all” AFA 
solution approach is often simply too expensive to align with workload profiles and budget 
expectations and realities. To make things even more challenging, today we have another 
interesting phenomenon developing. In the past, the value of data was placed on its 
creation date. Older data was said to be less valuable. This came from IT folks that were 
trying to justify the cost of storing data that may not have been touched for days, weeks or 
months. This is no longer the right measurement for determining data value. The data itself 
intrinsically determines its value, what it can be used for, and the decisions it can enable the 
business to make. This turn of events has a profound effect on what the data needs are from 
the storage upon which it resides. Expectations are evolving which change how IT thinks 
about cost and performance. The need to access the data quickly is becoming more and 
more important at a time when, unfortunately, the budget isn’t changing to accommodate 
more expenditure on storage, especially expensive all-flash capacity. The need to have 
quick access at low cost, which is in many ways antithetical to the current state of the 
storage market, is nonetheless a critical design pattern for storage systems. In addition, 
it is important to note that ALL storage requires high reliability, or high data availability. 
In addition, as time moves forward and data volumes continue to grow, sometimes 
exponentially, high performance access will by definition be required to an ever-increasing 
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Figure 2 – Tomorrow’s Data Profile
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population of data. So we have, in effect, forces in direct opposition to one another — more 
and more data requiring faster and faster access at a time when high performance media 
cost is not dropping fast enough to keep pace with data growth. 

So, while all-flash arrays do deliver high performance access to critical data, they still lack 
the broad applicability demanded by a diverse range of high growth enterprise workloads. 
They can be and often are employed to serve only the highest performance requirements 
for a small subset of enterprise workloads. But, this can and does create independent 
“silos” of storage, which can render the overall environment more difficult to manage, and 
inherently more OpEx-intensive. They also generally lack the ultra-high levels of reliability 
required for mission critical enterprise data, thus forcing IT to buy even more expensive 
generalized storage capacity and use high overhead RAID algorithms to provide necessary 
data protection. Lastly, contemporary AFAs are not known to scale particularly well and are 
typically smaller solutions targeted at smaller, more static datasets. So, as your data volumes 
continue to grow — which they inevitably will — you may need to buy multiple, disparate 
arrays, again adding to the management complexity and reducing the aggregated reliability  
of the environment.

Capacity, Performance, Reliability
Capacity, performance and reliability are the top technical requirements of every CTO/
CIO when vetting a storage solution. As capacities move into the multi-PB range, a system 
architecture that can handle all existing business application needs, as well as accommodate 
the build out of a cloud infrastructure, is becoming a more pressing requirement. Maintaining 
multiple different storage platforms for different solutions does not scale and adds to 
management overhead. The hybrid approach provides the ability to accommodate most,  
if not all application needs (in terms of availability, IOPS and bandwidth) yet does so at a far 
more competitive and sustainable price point.
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Many storage vendors in the market tend to select specific storage characteristics to focus 
on when delivering their solution. All-flash array vendors, for instance, tend to focus almost 
exclusively on performance. When these vendors speak with customers, they typically speak 
in terms of their most performance-intensive workloads (which generally represent roughly 
5–10% of the customer’s total data footprint). They do this primarily because flash is so 
expensive compared to other storage media, customers simply can’t afford to have all of 
their data residing on flash storage. So the all-flash data center, while desirable on paper, will 
not be a viable option for a vast majority of organizations in the foreseeable future. It would 
simply “break” their IT budgets since 90% or more of their aggregate capacity has much more 
modest performance requirements. In addition, write rates and wear and tear are still issues 
for flash.

There are of course alternative solutions that provide more economical capacity, although 
they often lack the more sophisticated storage services required to most effectively 
manage large volumes of dynamic data. These solutions simply rely instead on servers, 
converged building blocks or other layered software products to fulfill those requirements. 
These solutions can certainly provide capacity, but cannot provide all the additional high 
performance and availability requirements businesses demand on their own. Reliability  
tends to be the most prominent weakness within this class of solutions.

 

Figure 3 – Enterprise storage solutions must meet  
a variety of technical and business requirements
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As figure 3 shows, solutions spanning all capacity ranges need the highest levels of reliability 
and availability possible. Many contemporary AFA solutions have yet to achieve levels of 
reliability that would classify them as truly “enterprise ready,” recalling that reliability in arrays 
built upon legacy controller architectures (as most AFAs are) requires large numbers of 
discrete, independent drives in a RAID configuration to ensure data protection. In order for 
AFAs to achieve similar levels of reliability they must rely upon some creative engineering, 
since increasing the number of discrete SSD media devices and leveraging RAID is not 
economically viable given the cost of flash media. One common practice is reducing the 
amount of usable capacity on the expensive SSD to support more copies of data for reliability 
purposes. When compared to an intelligent hybrid array, the SSD serves as just another layer 
of cache. Therefore, it does not introduce overhead and limit capacity, thus ensuring more 
effective capacity for the same investment in SSD media. Also, although SSD is expensive, 
DRAM is even more so, and as such AFAs tend to be equipped with modest amounts of 
DRAM as a means of reducing overall hardware costs. Hybrid arrays utilize more DRAM and 
often drive better performance as a result. The amount and price of DRAM per unit of usable 
capacity is much smaller in a flash optimized array owing to its higher aggregate capacity and 
more efficient use of each storage tier.

In addition, many AFAs are still based upon legacy dual controller architectures. These 
architectures have long since been the Achilles heel of the storage industry with performance 
problems during failovers and numerous other issues manifested in poorly designed 
upgrade practices (which very often fail). In addition, these architectures suffer from lengthy 
disk rebuild times (and thus higher levels of vulnerability to multiple concurrent component 
failures), and typically have no more than five (5) nines of uptime/availability. They also rely 
heavily upon a media type that by its very nature is significantly less statistically reliable than 
spinning disk. Consequently, they must utilize complex, multi-point mechanisms to increase 
reliability and utilization to levels approaching — but not reaching — those of HDDs.

“The all-flash data center, while desirable on paper,
will not be a viable option for a vast majority  

of organizations in the foreseeable future.  
It would simply ‘break’ their IT budgets.”
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When CIOs examine their storage and associated budget, decisions are usually predicated 
upon what sacrifices the business is willing to make regarding capacity, performance and 
reliability. Maximizing all three categories usually requires an unreasonably high level 
of investment. In the all-flash array approach, this is certainly the case, especially in the 
capacity/density arena where the storage is still too expensive (even with realistically 
attainable deduplication and compression ratios) to consider as a viable option. Reliability, 
availability and serviceability (RAS) continues to be downplayed even if the capacity cost can 
be addressed. Performance may be great, but that is overkill if only 5% of your data requires 
that level of service.

So, the one indisputable fact that we can derive from all this is: in order to provide the massive 
amounts of capacity required by the enterprise at a sustainable cost, the storage industry still 
very much needs spinning disks. HDDs are considerably denser than other media (DRAM and 
NAND), have far superior serviceability and wear, and are considerably less expensive per 
unit of addressable capacity. While it is commonly known that spinning disks are slower 
than DRAM and NAND, the technological breakthroughs at INFINIDAT have enabled us to 
circumvent that slowness from the end user by creating a superior flash-optimized hybrid 
array. This is why it is so important to have a skilled, veteran engineering team that can 
solve these difficult design problems with highly optimized software running on off-the-shelf 
components.

VALUE

AFAs

Legacy Hybrids

InfiniBox™

DENSITYPERFORMANCE

RAS

C85  M0  Y100  K0 C43  M0  Y100  K0 C70  M25  Y14  K14

Figure 4 – Most AFAs are only optimized for performance, unlike 
INFINIDAT’s flash-optimized hybrid arrays which are built to deliver 

value, density, and RAS, in addition to performance.
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Economics
In addition to all the technical and operational reasons why AFAs are not the right solution 
for storing all the data in the enterprise, storage analysts are also observing that the cost per 
GB of flash capacity is still nearly 10x that of spinning media, and it is predicted to remain 
at least 3–5x for several years to come. Due to this, a hybrid solution that can deliver AFA 
class performance, but at much higher capacity and reliability — and at a reasonable, more 
predictable price — is much better suited to the enterprise storage landscape of today and 
tomorrow. This is why INFINIDAT has resonated so strongly with many top C-level executives 
who have a good understanding of the needs of their data and how it supports their 
businesses.

Figure 5 – The cost of flash is expected to exceed  
the cost of spinning media for years to come.3

3Cloud, Hyperscale, and Enterprise Storage Service CQ4 ‘15 Quarterly Update and Long-Term Forecast, TrendFocus 
 (February 16, 2016)
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Why a CTO/CIO Cares
Price: AFAs are expensive. Customers are testing the waters with it on VMware / VDI / 
database initiatives (gradually on a few other applications), and yet disk is still pervasive in 
the data center.

Performance: Good, but as stated in point #1, price will inhibit its growth to more data 
sets and used in the conventional way, storage becomes very expensive at this layer when 
stranded or orphaned (when not in use).

Features and Functions: Customers want all storage services (compression, deduplication, 
tiering, thin provisioning, etc.) included. Not all AFAs provide these features for free and not 
all implementations are “prime-time ready.”

Scalability: AFAs are certainly aiming to increase their density but the reality is that their 
sweet-spot is in the lower capacities (100TB or less). Many customers will scale based on 
distinct arrays, rather than scaling-out or scaling-up. (Reliability, cost, scalability are all factors 
to consider). INFINIDAT’s architecture starts at triple-digit terabytes, and aims to have double 
digit petabytes in one single rack.

Reliability: Makes or breaks confidence in a solution. AFAs tout performance but certainly 
haven’t done anything to dramatically improve their reliability levels. INFINIDAT stands out 
far and above AFAs or any other hybrid solution on the market today. This is a direct result 
of our patented innovations (N+2 mesh architecture and new dual parity, RAID resilience 
without write impact). This same functionality provides our mainframe class reliability also.



  13 

Pros & Cons of AFAs

PERFORMANCE

RELIABILITY

Pros

AFAs generally offer very good 
performance and low latency when 
deployed as a primary data store.

Good in niche use cases where I/O 
patterns are read-intensive and 
working sets are small (e.g. RDBMS, 
ERP/CRM/SCM).

AFAs are reaching “par” reliability 
metrics as those seen on traditional 
mid-range arrays: 5-9s, Dual 
Controllers, Long Rebuild Times, 
making it easier for customers to 
consider an equal solution when 
compared to mid-tier hybrid arrays.

Cons

As an AFA approaches full capacity, 
there can be significant performance 
degradation as “write cliffs” can 
occur under heavy write I/O loads 
as intensive garbage collection is 
required to free blocks for write.

Many AFAs are still based on a 
traditional active/passive dual 
controller, RAID-based architecture, 
posing the same risks of controller 
bottlenecking and significantly 
degraded performance in the event 
of controller failure, as well as rebuild 
vulnerabilities.

In order to approach cost parity with 
HDD-based solutions, most AFAs 
are heavily dependent upon data 
reduction technologies (notably 
compression and deduplication), 
which are both inherently resource 
intensive and tend to exhibit 
deteriorating efficacy over time as 
the array is loaded.

Many AFAs are dual-controller and 
active/passive. This is nowhere close 
to delivering 7-9’s of availability. 
INFINIDAT is 100x more reliable at 
that scale.

NAND is inherently more prone 
to cell deterioration and requires 
complex mechanisms to approach 
disk reliability levels. Subsequent 
chip generations generally have 
lower reliability than previous 
generations, requiring vendors to 
continually invest increasing amounts 
in mitigating the raw resiliency  
weaknesses of their raw chip  
building blocks.
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ECONOMICS

SCALABILITY/ 
SUSTAINABILITY

EASE OF USE

Pros

Data reduction technologies can 
help drive flash closer to price parity 
with HDD based on current areal 
densities.

As in a traditional array, most 
AFAs permit capacity to be scaled 
up independent of front end 
performance.

This decoupling can deliver high 
performance at a relatively low entry 
point configuration.

Contemporary AFAs offer 
well-designed, fairly intuitive 
management interfaces.

Normal management and 
implementation operations are 
inherently faster in some cases than 
on a traditional HDD-based array.

Cons

Flash media pricing is steadily 
improving, but advancements in 
HDD technology will drive ever 
higher levels of areal density and 
will continue to relegate AFAs to a 
minority of the addressable market.

Global data growth rates continue 
to accelerate, ensuring that demand 
for cost-effective storage will outpace 
available flash capacity for the 
foreseeable future.4

The emergence of new HDD 
technologies like HAMR and TDMR5 
will continue to drive areal density 
higher, making HDDs the preferred 
architecture for capacity-oriented 
workloads.

The continued migration of flash 
closer to compute in both base 
server and converged system 
configurations may reduce the long-
term viability of flash as a shared 
primary data store.

AFAs can produce “forced 
heterogeneity” because it is not 
economically feasible to move all 
workloads to AFA, most customers 
are forced to add the AFA(s) to an 
existing infrastructure comprised of 
other storage arrays, necessitating 
adoption of a new, unfamiliar 
management interface and workflow.

4Chris Mellor, No NAND’s land: Flash will NOT take over the data centre, The Register,  
 http://www.theregister.co.uk/2014/12/09/no_flash_ datacentre_takeover/ (December 9, 2014)
5Lucas Mearian, Seagate Preps for 30TB Laser Assisted Hard Drives, Computerworld, http://www.computerworld.com/article/  
 2846415/seagate-preps-for-30tb-laser-assisted-hard-drives.html (November 11, 2014)
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Conclusion
The AFA market continues to be very hot and garners a lot of attention and VC investment. 
Companies such as Pure Storage, SolidFire, and Kaminario who were early to the market 
with feature-rich flash-based solutions have gained some traction in the enterprise and 
seen steady growth. Likewise, the blue chips — most notably Dell/EMC and IBM — have 
aggressively entered this market by way of acquisitions and considerable investment.

However, AFAs continue to play a relatively niche role in most large enterprise data centers. 
Their economic disadvantages when compared to HDD-based solutions are partially 
mitigated by aggressive use of non-deterministic data reduction technologies, yet many 
remain constrained by traditional dual controller architectures which hinder their scalability 
and breadth of application coverage and carry inherent performance and reliability risks.

INFINIDAT’s flash-optimized hybrid solutions deliver a more robust, economical and agile 
enterprise storage platform.

•  InfiniBox’s advanced software-defined architecture offers performance parity with AFAs 
across a much wider range of enterprise workload environments, but does so at a 
considerably more compelling price/performance ratio.

•  As emerging HDD technologies continue to drive areal density to higher levels, the already 
tenuous economic viability of flash technologies is likely to deteriorate further.

•  Global data growth is expected to continue unabated — and accelerate in many cases — 
putting ever-increasing pressure on all-flash solutions to handle higher volumes and larger 
and larger working sets without tipping into an unsustainable cost spiral. Data growth will 
outstrip flash technology innovation and fabrication capacity for many years to come.

•  Flash is also migrating closer to compute in next generation server and converged 
architectures, rendering all-flash based arrays less attractive from both an economic and 
operational standpoint.

•  The unrivaled price/performance level, extreme ease of deployment/use and highly 
adaptable architecture of InfiniBox make it the perfect platform to support all enterprise 
workloads in a flexible, scalable and highly reliable package.


